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UNSUPERVISED LEARNING

UNSUPERVISED LEARNING
▸ Supervised learning:  

▸ X - y pairs, f(x) function approximation 

▸ Unsupervised learning:  

▸ only X, no y 

▸ Exploring the space of X measurements, understanding data, identifying 
populations, problems, outliers (before modelling) 

▸ Dimension reduction, important when working with high dimensional 
data 

▸ Usually part of exploratory data analysis, which may lead to measuring 
the “supervising” signal when interesting structure is found in the X data 

▸ Not a well defined problem



UNSUPERVISED LEARNING

DATA EXPLORATION, DIMENSIONALITY REDUCTION
▸ Large dimensional datasets (N dim often >> N data) 

▸ impossible to “visually” find structure, clusters, outliers, batch 
effects, etc. 

▸ One way to explore the data is to somehow embed it into a few 
dimensions, which humans are capable of inspecting visually 
(1,2,3?) 

▸ It is very important to know the internal structure of your data! 

▸ Usually the first step with large dimensional data is 
dimensionality reduction ( in parallel with opening your data in 
a spreadsheet and just eyeballing it for a few hours :) ) 



UNSUPERVISED LEARNING

PCA - PRINCIPAL COMPONENT ANALYSIS
▸ PCA is a linear basis transformation from the original bases 

to new bases dictated by the variation in the data itself 

▸ 1st component direction is along the largest variance 
in the data 

▸ 2nd component is the orthogonal direction to the 1st 
with the largest variance and so on … 

▸ Number of components is min(n_features, n_data) 

▸ The projections of the original data points give the scores 

▸ Projected data points (scores) are uncorrelated in PCA 
space 

▸ The first components capture the largest variation in the 
data, the interesting things! We can reveal some structure 
of the data using only few dimensions.
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FIG. 2 Simulated data of (x,y) for camera A. The signal and noise
variances s2

signal and s2
noise are graphically represented by the two

lines subtending the cloud of data. Note that the largest direction
of variance does not lie along the basis of the recording (xA,yA) but
rather along the best-fit line.

Let’s take a closer examination of the data from camera
A in Figure 2. Remembering that the spring travels in a
straight line, every individual camera should record motion in
a straight line as well. Therefore, any spread deviating from
straight-line motion is noise. The variance due to the signal
and noise are indicated by each line in the diagram. The ratio
of the two lengths measures how skinny the cloud is: possibil-
ities include a thin line (SNR � 1), a circle (SNR = 1) or even
worse. By positing reasonably good measurements, quantita-
tively we assume that directions with largest variances in our
measurement space contain the dynamics of interest. In Fig-
ure 2 the direction with the largest variance is not x̂A = (1,0)
nor ŷA = (0,1), but the direction along the long axis of the
cloud. Thus, by assumption the dynamics of interest exist
along directions with largest variance and presumably high-
est SNR.

Our assumption suggests that the basis for which we are
searching is not the naive basis because these directions (i.e.
(xA,yA)) do not correspond to the directions of largest vari-
ance. Maximizing the variance (and by assumption the SNR)
corresponds to finding the appropriate rotation of the naive
basis. This intuition corresponds to finding the direction indi-
cated by the line s2

signal in Figure 2. In the 2-dimensional case
of Figure 2 the direction of largest variance corresponds to the
best-fit line for the data cloud. Thus, rotating the naive basis
to lie parallel to the best-fit line would reveal the direction of
motion of the spring for the 2-D case. How do we generalize
this notion to an arbitrary number of dimensions? Before we
approach this question we need to examine this issue from a
second perspective.

B. Redundancy

Figure 2 hints at an additional confounding factor in our data
- redundancy. This issue is particularly evident in the example
of the spring. In this case multiple sensors record the same
dynamic information. Reexamine Figure 2 and ask whether
it was really necessary to record 2 variables. Figure 3 might
reflect a range of possibile plots between two arbitrary mea-
surement types r1 and r2. The left-hand panel depicts two

low redundancy high redundancy

r1

r2

r1

r2

r1

r2

FIG. 3 A spectrum of possible redundancies in data from the two
separate measurements r1 and r2. The two measurements on the
left are uncorrelated because one can not predict one from the other.
Conversely, the two measurements on the right are highly correlated
indicating highly redundant measurements.

recordings with no apparent relationship. Because one can not
predict r1 from r2, one says that r1 and r2 are uncorrelated.

On the other extreme, the right-hand panel of Figure 3 de-
picts highly correlated recordings. This extremity might be
achieved by several means:

• A plot of (xA,xB) if cameras A and B are very nearby.

• A plot of (xA, x̃A) where xA is in meters and x̃A is in
inches.

Clearly in the right panel of Figure 3 it would be more mean-
ingful to just have recorded a single variable, not both. Why?
Because one can calculate r1 from r2 (or vice versa) using the
best-fit line. Recording solely one response would express the
data more concisely and reduce the number of sensor record-
ings (2 ! 1 variables). Indeed, this is the central idea behind
dimensional reduction.

C. Covariance Matrix

In a 2 variable case it is simple to identify redundant cases by
finding the slope of the best-fit line and judging the quality of
the fit. How do we quantify and generalize these notions to
arbitrarily higher dimensions? Consider two sets of measure-
ments with zero means

A = {a1,a2, . . . ,an} , B = {b1,b2, . . . ,bn}

where the subscript denotes the sample number. The variance
of A and B are individually defined as,

s2
A =

1
n Â

i
a2

i , s2
B =

1
n Â

i
b2

i

The covariance between A and B is a straight-forward gener-
alization.

covariance o f A and B ⌘ s2
AB =

1
n Â

i
aibi

▸ (Image from (Shlens))



UNSUPERVISED LEARNING

PCA - PRINCIPAL COMPONENT ANALYSIS

▸ Standard use: 2D plots of projections 

▸ Original base directions may be useful to 
plot

380 10. Unsupervised Learning
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FIGURE 10.2. Ninety observations simulated in three dimensions. Left: the
first two principal component directions span the plane that best fits the data. It
minimizes the sum of squared distances from each point to the plane. Right: the
first two principal component score vectors give the coordinates of the projection
of the 90 observations onto the plane. The variance in the plane is maximized.

xij ≈
M!

m=1

zimφjm (10.5)

(assuming the original data matrix X is column-centered). In other words,
together the M principal component score vectors and M principal com-
ponent loading vectors can give a good approximation to the data when
M is sufficiently large. When M = min(n − 1, p), then the representation
is exact: xij =

"M
m=1 zimφjm.

10.2.3 More on PCA

Scaling the Variables

We have already mentioned that before PCA is performed, the variables
should be centered to have mean zero. Furthermore, the results obtained
when we perform PCA will also depend on whether the variables have been
individually scaled (each multiplied by a different constant). This is in
contrast to some other supervised and unsupervised learning techniques,
such as linear regression, in which scaling the variables has no effect. (In
linear regression, multiplying a variable by a factor of c will simply lead to
multiplication of the corresponding coefficient estimate by a factor of 1/c,
and thus will have no substantive effect on the model obtained.)
For instance, Figure 10.1 was obtained after scaling each of the variables

to have standard deviation one. This is reproduced in the left-hand plot in
Figure 10.3. Why does it matter that we scaled the variables? In these data,
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FIGURE 10.3. Two principal component biplots for the USArrests data. Left:
the same as Figure 10.1, with the variables scaled to have unit standard deviations.
Right: principal components using unscaled data. Assault has by far the largest
loading on the first principal component because it has the highest variance among
the four variables. In general, scaling the variables to have standard deviation one
is recommended.

the variables are measured in different units; Murder, Rape, and Assault are
reported as the number of occurrences per 100, 000 people, and UrbanPop

is the percentage of the state’s population that lives in an urban area.
These four variables have variance 18.97, 87.73, 6945.16, and 209.5, respec-
tively. Consequently, if we perform PCA on the unscaled variables, then
the first principal component loading vector will have a very large loading
for Assault, since that variable has by far the highest variance. The right-
hand plot in Figure 10.3 displays the first two principal components for the
USArrests data set, without scaling the variables to have standard devia-
tion one. As predicted, the first principal component loading vector places
almost all of its weight on Assault, while the second principal component
loading vector places almost all of its weight on UrpanPop. Comparing this
to the left-hand plot, we see that scaling does indeed have a substantial
effect on the results obtained.
However, this result is simply a consequence of the scales on which the

variables were measured. For instance, if Assault were measured in units
of the number of occurrences per 100 people (rather than number of oc-
currences per 100, 000 people), then this would amount to dividing all of
the elements of that variable by 1, 000. Then the variance of the variable
would be tiny, and so the first principal component loading vector would
have a very small value for that variable. Because it is undesirable for the
principal components obtained to depend on an arbitrary choice of scaling,
we typically scale each variable to have standard deviation one before we
perform PCA.

▸ Outliers: Sometimes 
components correspond 
to individual data 
points, outliers.  
These should  be 
inspected and removed. 
PCA should be repeated 
without the outliers.



UNSUPERVISED LEARNING

PCA - PRINCIPAL COMPONENT ANALYSIS

▸ How many components do you need? 
Proportion of variance explained. 

▸ Zero mean per dimension is assumed, 
do it! (Fitting ellipse around the origin) 

▸ If different quantities are measured, 
units may not be comparable (Number 
of fingers or height in cm?)  
In this case, normalise original 
dimensions to have variance = 1 

▸ Only line of direction is defined: -1 
flips might occur!
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FIGURE 10.3. Two principal component biplots for the USArrests data. Left:
the same as Figure 10.1, with the variables scaled to have unit standard deviations.
Right: principal components using unscaled data. Assault has by far the largest
loading on the first principal component because it has the highest variance among
the four variables. In general, scaling the variables to have standard deviation one
is recommended.

the variables are measured in different units; Murder, Rape, and Assault are
reported as the number of occurrences per 100, 000 people, and UrbanPop

is the percentage of the state’s population that lives in an urban area.
These four variables have variance 18.97, 87.73, 6945.16, and 209.5, respec-
tively. Consequently, if we perform PCA on the unscaled variables, then
the first principal component loading vector will have a very large loading
for Assault, since that variable has by far the highest variance. The right-
hand plot in Figure 10.3 displays the first two principal components for the
USArrests data set, without scaling the variables to have standard devia-
tion one. As predicted, the first principal component loading vector places
almost all of its weight on Assault, while the second principal component
loading vector places almost all of its weight on UrpanPop. Comparing this
to the left-hand plot, we see that scaling does indeed have a substantial
effect on the results obtained.
However, this result is simply a consequence of the scales on which the

variables were measured. For instance, if Assault were measured in units
of the number of occurrences per 100 people (rather than number of oc-
currences per 100, 000 people), then this would amount to dividing all of
the elements of that variable by 1, 000. Then the variance of the variable
would be tiny, and so the first principal component loading vector would
have a very small value for that variable. Because it is undesirable for the
principal components obtained to depend on an arbitrary choice of scaling,
we typically scale each variable to have standard deviation one before we
perform PCA.
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FIGURE 10.4. Left: a scree plot depicting the proportion of variance explained
by each of the four principal components in the USArrests data. Right: the cu-
mulative proportion of variance explained by the four principal components in the
USArrests data.

and the variance explained by the mth principal component is

1

n

n∑

i=1

z2im =
1

n

n∑

i=1

⎛

⎝
p∑

j=1

φjmxij

⎞

⎠
2

. (10.7)

Therefore, the PVE of the mth principal component is given by

∑n
i=1

(∑p
j=1 φjmxij

)2

∑p
j=1

∑n
i=1 x

2
ij

. (10.8)

The PVE of each principal component is a positive quantity. In order to
compute the cumulative PVE of the first M principal components, we
can simply sum (10.8) over each of the first M PVEs. In total, there are
min(n− 1, p) principal components, and their PVEs sum to one.
In the USArrests data, the first principal component explains 62.0% of

the variance in the data, and the next principal component explains 24.7%
of the variance. Together, the first two principal components explain almost
87% of the variance in the data, and the last two principal components
explain only 13% of the variance. This means that Figure 10.1 provides a
pretty accurate summary of the data using just two dimensions. The PVE
of each principal component, as well as the cumulative PVE, is shown
in Figure 10.4. The left-hand panel is known as a scree plot, and will be

scree plot
discussed next.

Deciding How Many Principal Components to Use

In general, a n × p data matrix X has min(n − 1, p) distinct principal
components. However, we usually are not interested in all of them; rather,



UNSUPERVISED LEARNING

MORE DIMENSION REDUCTION, EMBEDDING
▸ MDS, Multi dimensional scaling (embed 

the points in low dimension, given their 
measured distances) 

▸ T-SNE, t-distributed stochastic 
neighbour embedding (Local 
embedding, usually works best with 
complex data) 

▸ UMAP: Uniform Manifold Approximation 
and Projection  (way way faster than 
TSNE) 

▸ ICA, independent component analysis 
(PCA: uncorrelated, ICA independent, 
e.g.: EEG) 

▸ NMF Non-negative matrix factorisation 
e.g.: mutations) 

▸ And more, left source http://scikit-
learn.org/stable/modules/manifold.html

http://scikit-learn.org/stable/modules/manifold.html
http://scikit-learn.org/stable/modules/manifold.html


CLUSTERING

CLUSTERING

▸ Data points can be meaningfully 
categorised: clusters 

▸ Classification: we have labels (y) for 
groups  

▸ Clustering: labels are not 
measured, they are inferred from 
the (X) data 

▸ Not a well defined problem 

▸ Clusters inferred should be 
validated (with measurements, new 
data)



CLUSTERING

K-MEANS CLUSTERING
▸ A priori fix the number of clusters 

▸ Minimise the sum of intra-cluster distances 

▸ Algorithm:  

▸ 1. randomly data assign each data point to 
clusters 

▸ 2. calculate cluster centroids, reassign each data 
point to the closest centroid, repeat until 
convergence 

▸ Distance metric is generally Euclidean 

▸ Local minimum is found, repeat multiple times to for 
best solution, and assessment of stability 

▸ Left:  possible failure modes.  
source (http://scikit-learn.org/stable/
auto_examples/cluster/
plot_kmeans_assumptions.html)

http://scikit-learn.org/stable/auto_examples/cluster/plot_kmeans_assumptions.html
http://scikit-learn.org/stable/auto_examples/cluster/plot_kmeans_assumptions.html
http://scikit-learn.org/stable/auto_examples/cluster/plot_kmeans_assumptions.html
http://scikit-learn.org/stable/auto_examples/cluster/plot_kmeans_assumptions.html


CLUSTERING

HIERARCHICAL CLUSTERING
▸ Number of clusters not fixed 

▸ Iteratively agglomerate clusters from 
individual observations 

▸ Algorithm:  

▸ 1. assign each data point to a cluster 

▸ 2. join the two closest clusters 

▸ Cluster distance metric is super 
important 

▸ Single (smallest pairwise distance), 
Average, Complete (maximal 
distance) 

▸ The result is not a clustering, it is a 
dendrogram. A horizontal cut defines a 
clustering. Where to cut? Well.
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FIGURE 10.9. Left: dendrogram obtained from hierarchically clustering the data
from Figure 10.8 with complete linkage and Euclidean distance. Center: the den-
drogram from the left-hand panel, cut at a height of nine (indicated by the dashed
line). This cut results in two distinct clusters, shown in different colors. Right:
the dendrogram from the left-hand panel, now cut at a height of five. This cut
results in three distinct clusters, shown in different colors. Note that the colors
were not used in clustering, but are simply used for display purposes in this figure.

different the two observations are. Thus, observations that fuse at the very
bottom of the tree are quite similar to each other, whereas observations
that fuse close to the top of the tree will tend to be quite different.
This highlights a very important point in interpreting dendrograms that

is often misunderstood. Consider the left-hand panel of Figure 10.10, which
shows a simple dendrogram obtained from hierarchically clustering nine
observations. One can see that observations 5 and 7 are quite similar to
each other, since they fuse at the lowest point on the dendrogram. Obser-
vations 1 and 6 are also quite similar to each other. However, it is tempting
but incorrect to conclude from the figure that observations 9 and 2 are
quite similar to each other on the basis that they are located near each
other on the dendrogram. In fact, based on the information contained in
the dendrogram, observation 9 is no more similar to observation 2 than it
is to observations 8, 5, and 7. (This can be seen from the right-hand panel
of Figure 10.10, in which the raw data are displayed.) To put it mathe-
matically, there are 2n−1 possible reorderings of the dendrogram, where n
is the number of leaves. This is because at each of the n− 1 points where
fusions occur, the positions of the two fused branches could be swapped
without affecting the meaning of the dendrogram. Therefore, we cannot
draw conclusions about the similarity of two observations based on their
proximity along the horizontal axis. Rather, we draw conclusions about
the similarity of two observations based on the location on the vertical axis
where branches containing those two observations first are fused.
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Average Linkage Complete Linkage Single Linkage

FIGURE 10.12. Average, complete, and single linkage applied to an example
data set. Average and complete linkage tend to yield more balanced clusters.

an unusual use of correlation, which is normally computed between vari-
ables; here it is computed between the observation profiles for each pair
of observations. Figure 10.13 illustrates the difference between Euclidean
and correlation-based distance. Correlation-based distance focuses on the
shapes of observation profiles rather than their magnitudes.
The choice of dissimilarity measure is very important, as it has a strong

effect on the resulting dendrogram. In general, careful attention should be
paid to the type of data being clustered and the scientific question at hand.
These considerations should determine what type of dissimilarity measure
is used for hierarchical clustering.
For instance, consider an online retailer interested in clustering shoppers

based on their past shopping histories. The goal is to identify subgroups
of similar shoppers, so that shoppers within each subgroup can be shown
items and advertisements that are particularly likely to interest them. Sup-
pose the data takes the form of a matrix where the rows are the shoppers
and the columns are the items available for purchase; the elements of the
data matrix indicate the number of times a given shopper has purchased a
given item (i.e. a 0 if the shopper has never purchased this item, a 1 if the
shopper has purchased it once, etc.) What type of dissimilarity measure
should be used to cluster the shoppers? If Euclidean distance is used, then
shoppers who have bought very few items overall (i.e. infrequent users of
the online shopping site) will be clustered together. This may not be desir-
able. On the other hand, if correlation-based distance is used, then shoppers
with similar preferences (e.g. shoppers who have bought items A and B but



CLUSTERING

MORE CLUSTERING

▸ DBSCAN, density 
thresholds define clusters 

▸ Spectral clustering: using 
the eigenvectors of the 
pairwise distance matrix 

▸ Gaussian mixture models 

▸ And more,  
left source: http://scikit-
learn.org/stable/modules/
clustering.html

http://scikit-learn.org/stable/modules/clustering.html
http://scikit-learn.org/stable/modules/clustering.html
http://scikit-learn.org/stable/modules/clustering.html


SEMI-SUPERVISED LEARNING

SEMI-SUPERVISED LEARNING

▸ Few data points have labels, most 
others not 

▸ Exploit data structure of unlabelled 
examples for most effective 
supervised learning 

▸ Use unsupervised learning to explore 
the data structure, clusters, and use 
few points to assign labels to cluster 

▸ Hot topic, as data labelling is often 
much more expensive data 
unlabelled data collection



SELF-SUPERVISED LEARNING

SELF-SUPERVISED LEARNING
▸ Unsupervised learning, where a part of the data is 

predicted from another part of the data.  

▸ Examples explain it 

▸ Future video frame prediction 

▸ Grayscale image colorisation 

▸ Impainting 

▸ Jigsaw puzzle solving 

▸ Motion direction predictions 

▸ etc.. 

▸ orders of magnitudes  unsupervised data is 
collected (images videos) 

▸ Human visual learning is supposedly 
unsupervised (maybe it is self supervised)

2 Zhang, Isola, Efros

Fig. 1. Example input grayscale photos and output colorizations from our algo-
rithm. These examples are cases where our model works especially well. Please visit
http://richzhang.github.io/colorization/ to see the full range of results and to
try our model and code. Best viewed in color (obviously).

we leverage large-scale data. Predicting color has the nice property that training
data is practically free: any color photo can be used as a training example, simply
by taking the image’s L channel as input and its ab channels as the supervisory
signal. Others have noted the easy availability of training data, and previous
works have trained convolutional neural networks (CNNs) to predict color on
large datasets [1,2]. However, the results from these previous attempts tend to
look desaturated. One explanation is that [1,2] use loss functions that encourage
conservative predictions. These losses are inherited from standard regression
problems, where the goal is to minimize Euclidean error between an estimate
and the ground truth.

We instead utilize a loss tailored to the colorization problem. As pointed out
by [3], color prediction is inherently multimodal – many objects can take on
several plausible colorizations. For example, an apple is typically red, green, or
yellow, but unlikely to be blue or orange. To appropriately model the multimodal
nature of the problem, we predict a distribution of possible colors for each pixel.
Furthermore, we re-weight the loss at training time to emphasize rare colors.
This encourages our model to exploit the full diversity of the large-scale data on
which it is trained. Lastly, we produce a final colorization by taking the annealed-
mean of the distribution. The end result is colorizations that are more vibrant
and perceptually realistic than those of previous approaches.

Evaluating synthesized images is notoriously di�cult [4]. Since our ultimate
goal is to make results that are compelling to a human observer, we introduce
a novel way of evaluating colorization results, directly testing their perceptual
realism. We set up a “colorization Turing test,” in which we show participants
real and synthesized colors for an image, and ask them to identify the fake.
In this quite di�cult paradigm, we are able to fool participants on 32% of the
instances (ground truth colorizations would achieve 50% on this metric), signif-
icantly higher than prior work [2]. This test demonstrates that in many cases,

Published as a conference paper at ICLR 2017
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Figure 4: PredNet predictions for car-cam videos. The first rows contain ground truth and the second
rows contain predictions. The sequence below the red line was temporally scrambled. The model
was trained on the KITTI dataset and sequences shown are from the CalTech Pedestrian dataset.

respectively, compared to the CNN-LSTM Encoder-Decoder. More details, as well as a thorough
investigation of systematically simplified models on the continuum between the PredNet and the
CNN-LSTM Encoder-Decoder can be found in Appendix 5.1. Briefly, the elementwise subtraction
operation in the PredNet seems to be beneficial, and the nonlinearity of positive/negative splitting
also adds modest improvements. Finally, while these experiments measure the benefits of each com-
ponent of our model, we also directly compare against recent work in a similar car-cam setting, by
reporting results on a 64x64 pixel, grayscale car-cam dataset released by Brabandere et al. (2016).
Our PredNet model outperforms the model by Brabandere et al. (2016) by 29%. Details can be
found in Appendix 5.2. Also in Appendix 5.2, we present results for the Human3.6M (Ionescu
et al., 2014) dataset, as reported by Finn et al. (2016). Without re-optimizing hyperparameters, our
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(a) (b) (c)

Fig. 1: Learning image representations by solving Jigsaw puzzles. (a) The image
from which the tiles (marked with green lines) are extracted. (b) A puzzle ob-
tained by shu✏ing the tiles. Some tiles might be directly identifiable as object
parts, but others are ambiguous (e.g., have similar patterns) and their identi-
fication is much more reliable when all tiles are jointly evaluated. In contrast,
with reference to (c), determining the relative position between the central tile
and the top two tiles from the left can be very challenging [10].

While it is true that biological agents typically make use of multiple images and
also integrate additional sensory information, such as ego-motion, it is also true
that single snapshots may carry more information than we have been able to ex-
tract so far. This work shows that this is indeed the case. We introduce a novel
self-supervised task, the Jigsaw puzzle reassembly problem (see Fig. 1), which
builds features that yield high performance when transferred to detection and
classification tasks.

We argue that solving Jigsaw puzzles can be used to teach a system that
an object is made of parts and what these parts are. The association of each
separate puzzle tile to a precise object part might be ambiguous. However, when
all the tiles are observed, the ambiguities might be eliminated more easily be-
cause the tile placement is mutually exclusive. This argument is supported by
our experimental validation. Training a Jigsaw puzzle solver takes about 2.5
days compared to 4 weeks of [10]. Also, there is no need to handle chromatic
aberration or to build robustness to pixelation. Moreover, the features are highly
transferrable to detection and classification and yield the highest performance
to date for an unsupervised method.

2 Related work

This work falls in the area of representation/feature learning, which is an unsu-
pervised learning problem [3]. Representation learning is concerned with building
intermediate representations of data useful to solve machine learning tasks. It
also involves transfer learning [41], as one applies and repurposes features that
have been learned by solving the Jigsaw puzzle to other tasks such as object
classification and detection. In our experiments we do so via the pre-training +
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Abstract

Given a scene, what is going to move, and in what di-

rection will it move? Such a question could be considered

a non-semantic form of action prediction. In this work, we

present a convolutional neural network (CNN) based ap-

proach for motion prediction. Given a static image, this

CNN predicts the future motion of each and every pixel in

the image in terms of optical flow. Our CNN model lever-

ages the data in tens of thousands of realistic videos to train

our model. Our method relies on absolutely no human la-

beling and is able to predict motion based on the context of

the scene. Because our CNN model makes no assumptions

about the underlying scene, it can predict future optical flow

on a diverse set of scenarios. We outperform all previous

approaches by large margins.

1. Introduction
Consider the images shown in Figure 1. Given the girl in

front of the cake, we humans can easily predict that her head
will move downward to extinguish the candle. The man
with the discus is in a position to twist his body strongly to
the right, and the squatting man on the bottom has nowhere
to move but up. Humans have an amazing ability to not only
recognize what is present in the image but also predict what
is going to happen next. Prediction is an important com-
ponent of visual understanding and cognition. In order for
computers to react to their environment, simple activity de-
tection is not always sufficient. For successful interactions,
robots need to predict the future and plan accordingly.

There has been some recent work that has focused on this
task. The most common approach to this prediction prob-
lem is to use a planning-based agent-centric approach: an
object [10] or a patch [24] is modeled as an agent that per-
forms actions based on its current state and the goal state.
Each action is decided based on compatibility with the envi-
ronment and how these actions helps the agent move closer
to the goal state. The priors on actions are modeled via
transition matrices. Such an approach has been shown to
produce impressive results: predicting trajectories of hu-
mans in parking lots [10] or hallucinating car movements
on streets [24]. There are two main problems with this ap-

(a) Input Image (b) Prediction

Figure 1: Motion Prediction. Con-
sider single, static input images (a). Our
method can first identify what these ac-
tions are and predict (b) correct motion
based on the pose and stage of the ac-
tion without any video information. We
use the color coding from [1] shown on
the right.

proach. First, the predictions are still sparse, and the motion
is still modeled as a trajectory. Second, and more impor-
tantly, these approaches have always been shown to perform
in restrictive domains such as parking lots or streets.

In this paper, we take the next step towards generalized
prediction — a framework that can be learned from tens of
thousands of realistic videos. This framework can work in
indoor and outdoor environments; it can account for one or
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